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Abstract. This paper presents Zenon, an affective, multi-modal conversational agent (chatbot) specifically designed for treatment of brain diseases like multiple sclerosis and stroke. Zenon collects information from
patients in a non-intrusive way and records user sentiment using two different modalities: text and video. A user-friendly interface is designed to
meet users’ needs and achieve an efficient conversation flow. What makes
Zenon unique is the support of multiple languages, the combination of
two information sources for tracking sentiment, and the deployment of a
semantic knowledge graph that ensures machine-interpretable information exchange.
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Introduction

Parkinson’s Disease, Multiple Sclerosis, and Stroke are three of the most frequent chronic neurological diseases that lead to significant cognitive and motor
disability. Neurodegenerative diseases, such as Parkinson’s, are following an increasing trend in rates along with the aging of global population. Additionally,
the number of people living with stroke is estimated to increase by 27% between
2017 and 2047 in the European Union [28], mainly due to population aging and
improved survival rates.
A Conversational Agent (chatbot) is designed to simulate verbal conversations. Because of their potential to improve patient care by interacting with them
via Instant Messaging applications Conversational Agents have become popular
in the healthcare domain. Despite their popularity, many Conversational Agents
are not able to meet users’ expectations, and promote a positive user experience
is a difficult endeavor [13, 29].
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Zenon is part of the European-funded project, called ALAMEDA3 . The aim
of ALAMEDA is to provide patients with Parkinson’s Disease, Multiple Sclerosis,
and Stroke with personalised rehabilitation treatment assessments through the
use of Artificial Intelligence and healthcare support systems. Apart from the
conversational agent, ALAMEDA utilizes a plethora of technologies like smart
mattresses, smart bands, smart insoles, and smart belts. Zenon in this context
is responsible to collect information complementary to the other sensors. It can
handle different tasks such as sentiment analysis on open ‘chit-chat’ user input,
filling medical questionnaires according to a schedule, and gathering data for
specific lifestyle attributes proposed by the medical partners.
The main motivation for implementing a Conversational Agent within a
project like ALAMEDA are: a) The use of a familiar conversation-like interface
to collect information that normally would have to be collected in the hospital
or medical office, or to monitor the patient’s mood through free-text conversations, b) The ability to use multiple channels of information (text messages and
face expressions) to extract knowledge about the patient’s mood, c) The fact
that can quickly ask questions about their medical status and the most recently
recorded measurements. The contributions of this paper are the following:
– To the best of our knowledge, Zenon is the first agent specifically designed to
assist patients suffering from Parkinson’s, MS, and Stroke. Zenon’s conversational manager addresses the modeling of complex scheduled health questionnaires as conversations, analyzes the patient’s mood through free-text
conversations related to psychological or social status, and provides quick
query capabilities for patient health status (see Sections 3.2, 3.5).
– A linguistic model developed for text-based sentiment analysis that supports four languages (English, Greek, Italian, Romanian) (see Section 3.2),
that combines the extraction of local features and the exploitation of global
features in a single unit.
– A facial expression sentiment analysis component (see Section 3.3). The service monitors the facial expressions of the patient through the camera of
the phone and provides estimations of their mood. We extend the capabilities of the state-of-the-art facial emotion recognition CNN models that are
designed to provide real-time inference on edge devices. After appropriate
architecture design changes and training of the model on our dataset, the
model achieved acceptable real-time performance accuracy (75%).
– A sentiment aggregation component that receives input from two modalities
(text, video) and annotates where the two modalities agree or disagree. This
is beneficial for the system to fuse this information by considering the labels
of both components and the confidence of each one. Moreover, future research
will benefit from the generated dataset of multi-modal sentiment analysis,
as currently there are no such datasets available (see Section 3.4).
– A data integration infrastructure based on W3C-compliant semantic technologies that allow the agent to retrieve information from and send informa3

https://alamedaproject.eu/
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tion to the ALAMEDA platform (e.g., questionnaire responses, sentiment
analysis results) in a uniform, efficient and scalable fashion (see Section 3.5).

2

Related Work

We organize related work in two parts: a) Conversational agents that are utilized
in health applications, and b) Sentiment analysis in systems that are based on
machine learning and assume the availability of relevant training data.
2.1

Conversational Agents for Health

Concerning the conversational agents’ role in health, several directions have been
identified: treatment and monitoring, health services support, health care education, addressing the various health risk factors that can be modified through
lifestyle and diagnosis, and collecting data of various types.
People with asthma can use the Puffbot chatbot [27] to support their treatment. Puffbot integrates a conversational ontology, Natural Language Processing
(NLP) to handle conversations with patients. Chatbot EVA [4] also relies on NLP
methods to extract entities from users’ input and classify users’ intents. EVA
assists people to manage their diabetes by providing education, and recommendations related to their health issues. HOLMeS [3] is enhanced with NLP, and
text mining techniques, to act like a human physician and help patients pick
their disease prevention pathway by autonomously handling discussions with
patients and chatting. In [25], the authors developed a counseling chatbot enhanced with multi-modal emotional analysis to provide conversational services
for mental health. Also, MoSCHA [18], a healthcare mobile assistant, improves
patient-doctor communication and assists patients to manage their chronic diseases. The method integrates several wearable and other sensors to gather data
for each patient. [24] reports that the use of agent-based dialogue management is
rare in the healthcare domain. All in all, there is a significant effort towards utilizing chatbots for health. However, work towards brain diseases, with a focus on
collecting information and utilizing sentiment analysis to affect the conversation
flow is very limited. This is the gap we aspire to fill with this work.
2.2

Sentiment Analysis from Text and Video

Analysis of user-generated text in medical text and online social media can
provide valuable information about public opinion trends and specific aspects of
information spaces in the health domain.
In [23] a framework to automatically extract COVID-19-related topics from
social media and apply Long Short-Term Memory for sentiment classification on
COVID-19-related comments is described. The team applies NLP methods to
discover COVID-19-related issues from public opinions. Additionally, they apply
LSTM recurrent neural networks, enhanced with the LDA to analyze COVID-19
comments based on their sentiment. The performance of the presented approach
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was better than other machine learning algorithms for Sentiment classification.
Another work [2], to assist patients to browse and search specific information,
scraped anonymous posts from online medical forums related to Lyme disease
to extract content-free, content-specific, and meta-level features. These features
are fed as input to a multi-class neural network. The approach outperformed
other classification algorithms in sentiment classification of posts about Lyme
disease from several relevant forums. In [5] the authors present the Multi-input
RIMs, a novel extension of the Recurrent independent mechanisms utilizing a
modular system to leverage several readily available knowledge sources such as
part-of-speech information and gazetteer lists. Experiments conducted on three
sentiment analysis tasks and two health-related tweet classification tasks showed
improvements without increasing the number of parameters.
Facial expressions and certain muscle movements can prove to be a strong
indicator of how a person feels and in combination with other techniques, such as
text sentiment analysis, can help us draw safer conclusions about the emotional
state of the person. The most recent and commonly exploited technology for
the development of facial expression recognition is the training of Convolutional
Neural Networks (CNN). For example, in [15] a real-time computer vision system for emotion prediction is presented, which is based on a pre-trained CNN,
while in [7] a CNN (ExpNet) is trained to estimate 3D facial expression coefficients which are then used to detect the facial emotions. In [6, 14] a combination
of Convolutional Neural Network and Recurrent Neural Network (RNN) is exploited for video-based emotion recognition, while in [20] one 2D CNN and one
3D CNN are used for audio and visual emotion recognition respectively and
the features of the models are fused in order to reach a final prediction. In the
Healthcare domain [19], develops a 3D CNN model for capturing and analysing
video frames from the house of the patient and reporting back to the clinicians
the detected emotional status of the patient.
In our work, not only we redesign, integrate, train and fine-tune state-ofthe-art models for the purposes of the specific chatbot, but we also provide the
ability to aggregate the sentiment information from the two modalities (text and
video).

3

Zenon Conversational Agent

Requirements Collection. Zenon was designed after careful consideration of patient requirements and thorough discussions with medical experts. For this reason, the research team has developed local community groups in order to list and
prioritize the requirements. The local community groups were composed of representatives from the categories impacted most in each use case as well as people
involved in their care such as professionals from healthcare domains apart from
their specialty care physicians (e.g. physical therapists, psychologists), relatives,
and informal caregivers of the patients. Depending on each brain disease studied
in this project, different questionnaires were designed to collect such input from
the aforementioned groups.
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What is challenging in ALAMEDA is the need to adapt to three different
brain diseases, in three use cases that take place in three different countries with
patients that speak three different languages: a) Stroke in Romania, b) Multiple
Sclerosis in Italy, and c) Parkinson’s in Greece. One of the main functionalities
of Zenon is to help the user submit information related to medical questionnaires
that were normally filled in a medical office or in a hospital. The Stroke case
questionnaires need to be modeled as a conversation in order to capture the
complexity of question-answer-follow-up questions. Additionally, patients with
chronic diseases such as Stroke or Parkinson’s Disease found using a chatbot interface helpful when asking about their medical status. For the Multiple Sclerosis
case, the local community group identified a chatbot interface as appropriate to
allow MS patients to report symptoms that signal an increase in the chance of
suffering a disease relapse. Lastly, medical partners suggested the option of freetext conversations on the topic of psychological or social status situations of the
patients, where the existence of such conversations acts as an additional input
modality to assess weekly emotional state.
The functional requirements can be summarized into the following points:
1. Collect patient-reported outcomes on health status, lifestyle and well-being,
and psychological factors
2. Enable multi-modal sentiment estimation through analysis of free-text conversations and facial expressions.
3. Enable access to information on patient health status through simple user
queries.
Overview. Following these requirements the system was designed according
to the architecture that can be seen in Figure 1.

Fig. 1. Zenon Overview

The user starts the chatbot and enters their text message . While interacting
with the app, the Sentiment Analysis on Face Expressions runs in the background
and makes predictions in real-time. The result of this and the original text is
sent to the Conversation Agent hosted on the dedicated server for analysis. The
Conversation Manager sends every user input directly to the Sentiment Analysis
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model to extract the sentiment which will influence the conversation flow. After
the agent processes the input, the dialogue, and the results are stored in the
Semantic Knowledge Graph (SemKG).
3.1

Conversation Manager

Fig. 2. Main conversation flow

Carefully crafted conversation flows are the foundation of every efficient conversational agent. Zenon’s flow was constructed based on design guidelines for
task-oriented chatbots for healthcare and other domains [9, 22, 17].
There are two ways to start the conversation. In the first one, Zenon initiates
the discussion when the user clicks on a notification. Zenon’s initial message is
based on the notification’s context. The second way is when the user initiates
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the discussion. In both cases the chatbot will at some point ask the user about
their emotional state and whether there is something they would like to report.
Based on the user requirements the agent has to exhibit empathetic traits while
engaging in such discussions. This will evoke a more natural user-chatbot relation, increasing engagement and ensuring a better quality of answers. To achieve
an empathetic personality we integrated a sentiment analysis model which infers
the sentiment of the users’ text input in real-time (see Section 3.2)
Paraphrases were incorporated for the questions and answers of the agents.
The benefits of incorporating such variability are two-fold. By making conversations less repetitive and more natural, user engagement is increased. Additionally, lexical variations in questions enable us to get different information from
the user even though semantically the questions ask the same thing.
The core conversation flow can be seen in Figure 2.
Given the medical requirements of Zenon, completing questionnaires is its
most used functionality. Respondent fatigue occurs when survey participants
become tired during the task, leading to a deterioration of the quality of their
responses. In an attempt to avoid overwhelming the users, we offer the option
to stop a questionnaire and continue at a more convenient time without losing
their progress. Due to the medical nature of the questions and their frequency
within the study, each questionnaire must be completed within its specified time
frame as provided by the medical partners.
3.2

Sentiment Analysis on User Generated Text

Sentiment Analysis is the process of inferring the polarity of the emotions expressed in a text phrase using Natural Language Processing. The polarity can
either be positive, negative, or neutral. Zenon is developed by using the Rasa4
framework. In order to enhance Zenon with empathetic abilities we added a custom component in the Rasa NLU pipeline to perform sentiment analysis on the
user’s input in real-time. The results of the analysis are used to determine the
flow of the conversation (see Figure 2).
We used the Holistic Cumulative sentiment classification (HolC) model as
proposed in [1]. HolC [1] introduces a tunable hyperparameter called “Balancing
Factor” which finds a balance between holistic and cumulative sentiment classification. That is the model takes into consideration both the overall sentiment of
the whole snippet and the average sentiment of each sentence in the text in order
to make its final prediction. The overall architecture of HolC is depicted in figure 3. The model was trained on opinionated reviews from Amazon’s repository5
from several domains such as Health and Personal Care, Books, etc.
As one of the main requirements of this project was accessibility we extended the original HolC model to be language agnostic and support multiple
languages. The training datasets were mass-translated using Google translate
in the Romanian, Italian and Greek languages. The model was trained using a
4
5

https://rasa.com/docs/rasa/2.x
https://jmcauley.ucsd.edu/data/amazon/
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Fig. 3. HolC architecture, taken from [1]

Fig. 4. Workflow of the MEAA service

corpus containing tokens for all these languages. Combining several languages
in a single model provides more benefits than having one model per language.
Firstly, the predictions are more robust. Moreover, the model is language agnostic i.e. It is able to process and support combinations of these languages or all
of them together in a single phrase without losing content or context.
3.3

Sentiment Analysis on Facial Expressions

The goal of this module is to monitor the face of the patient while they interact
with the Chatbot. The analysis takes place on a per-frame basis and was facilitated through the design, deployment, and training of a Machine Learning model
which takes as input video frames and outputs the emotional state estimation
of the user. The overall workflow of the application is depicted in Figure 4. As
in textual sentiment analysis, the results of the Facial Expression Analysis can
also affect the flow of the discussion (see Figure 2).
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The first step is the localization of the user’s face within the video frame.
This is realized through the exploitation of the ML Kit6 is able to locate the face
of a user and draw a bounding box around it. As a result, the region of interest
is cropped and fed to the emotion recognition computer vision model, which
outputs the prediction regarding the emotional state of the user. Each frame is
classified into one of the following classes: “negative”, “positive”, or “neutral”.
Our module builds and fine-tunes state-of-the-art CNN models that are designed particularly for mobile and embedded vision applications. For the design
of our sentiment recognition deep learning model, we experimented with different computer vision models, like MobileNetV1 [21], MobileNetV2 [26] and
miniXCEPTION [15]. Several different architectures and hyper-parameter combinations have been tested and assessed with regards to both their prediction
accuracy and latency for real-time inferences. After comparison, we concluded
that miniXCEPTION demonstrated the best prediction performance (approximately 75% prediction accuracy under real conditions) and the shortest latency.
For the training of the emotion recognition model, large amounts of imagery
data are required. However, since there is a limited amount of freely available
face images, the model was trained using Transfer Learning. According to this
technique, a pre-trained model can be re-purposed on a new problem. For our
training, we use as a starting point the miniXCEPTION network, that has been
pre-trained on the ImageNet [12] dataset. Then, the fully-connected layers are
removed and new ones are added, while all the convolutional layers remain frozen
(i.e. they are set as non-trainable). The model is re-trained, but this time on the
emotion recognition dataset.
For our model training, our data has been carefully chosen so that it represents well the population. Specifically, we collected facial images of people with
various facial expressions, from different ages, with and without accessories (like
glasses), and faces under different lighting conditions. In that way, we managed
to improve the generalization ability of our model. The emotion recognition
dataset is a combination of data collected from different sources like Kaggle
(FER 2013 dataset7 , Jafar Hussain Human emotions dataset8 ) and other open
source databases such as Unsplash9 , Pexels10 and Pixabay11 . Once the model
was trained, it was converted into a TFLite12 version, which is suitable for running on edge devices respecting the limited resources.
User privacy and transparency concerns have also been considered and addressed. As regards privacy, the analysis is conducted only on the device. The
extracted video frames are not stored on any external server but instead they
are discarded after the emotion recognition model detects the emotion. As for
6
7
8
9
10
11
12

https://developers.google.com/ml-kit
https://www.kaggle.com/datasets/msambare/fer2013
https://www.kaggle.com/jafarhussain786/datasets
https://unsplash.com/
https://www.pexels.com/search/face/
https://pixabay.com/vectors/
https://www.tensorflow.org/lite
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transparency, user is aware of the background service and of the video record,
since the application pops-up a notification “Camera opened”. As long as the
application is open, there is a notification at the top of the screen, notifying
the user that is being recorded. Moreover, the first time that the application is
opened, it asks the user for their permission to access the camera.
3.4

Sentiment Aggregation

The two models described above utilize different modalities to infer the sentiment
of a user at a given time: One takes advantage of user typed data and the other
the user’s facial expressions. The frequency of the data of these models varies
significantly. Text is only collected when the user sends a message whereas the
video frames are processed throughout the duration of the user’s interaction with
the applications. Most of the time, facial expressions are not static throughout
the experience of an emotion, they are dynamic events that unfold over time. It
is rather important to take advantage of both components to increase the ability
of capturing the users’ actual sentiment.
The information integration of the two models is as follows. For each text
message we took the textual sentiment analysis results. The timestamp of the
message was used to get the corresponding results from the frames recorded by
the emotion recognition. In consideration of the dynamic nature of facial expressions, instead of taking into account just the single frame coinciding with that
timestamp, we considered the interval containing all frames that were recorded
3 seconds before the message was sent and 3 seconds after. In that timeframe
the average sentiment from the frames is calculated (see Figure 5). In the end,
the output of both components plus their (dis)agreement is recorded.
3.5

The Semantic Knowledge Graph (SemKG)

The sentiment analysis results from the two modalities, along with the accompanying data (dialogue, timestamps), populate an underlying semantic model (i.e.,
the ALAMEDA ontology) via the SemKG. SemKG is an “umbrella” framework
that, besides the populated semantic model, also encompasses the repository for
persisting the populated semantic model, as well as a RESTful API for interacting with the information residing in the repository.
The motivation behind SemKG is based on the fact that we wished to establish a scalable semantic infrastructure for handling heterogeneous inputs and
interactions from diverse components, and semantic technologies are a perfect
fit for this affair [8]. Moreover, the adopted framework adheres to universal open
standards recommended by the W3C; specifically, RDF [11] and OWL [16] for
knowledge representation, and SPARQL [10] for querying the stored knowledge.
The corresponding workflow is seen in Figure 6: An HTTP request (GET or
POST) is submitted to the appropriate endpoint on the SemKG REST server,
which forwards it to the internal query engine that converts requests to SPARQL
queries. The queries are forwarded to the RDF triplestore, i.e., the repository
hosting the semantic model. Once a response is received from the triplestore,

An Affective Multi-Modal Conversational Agent

11

Fig. 5. Sentiment Aggregation

the query engine handles the conversion of the SPARQL result-set into a JSON
response, which, in turn, is channeled back to the requesting entity via the REST
server. SemKG’s RESTful API serves, thus, as the sole point of interaction for
submitting to and retrieving data from the ontology.
Within the particular context of this work, SemKG offers valuable holistic
insights related to patients’ mood fluctuations, coming from both input sources
(text and video), analysed and presented uniformly. Examples include retrieval
of the average mood for a given time period, assessment of the max and min
mood values during a specific day/week/month, and many more.
3.6

User Interface - The Android Application

As part of ALAMEDA we designed and developed an Android application that
serves as the front end of the server-side conversation module described in the

Fig. 6. Workflow of the interaction of SemKG with the rest of the components
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previous sections. The chatbot application packs a minimal user interface which
resembles common messaging apps, offering a familiar user experience to patients
of various backgrounds and age groups. Patients will require less time to learn
and adapt to this interface which will shift the focus on the conversation itself
hence increasing the usability of the app.
The Chatbot App can handle a variety of input methods. Users can interact
with the app by directly typing their answer in the dedicated input box at the
bottom of the screen, by voice-typing, or by clicking on buttons where applicable.
Examples of the aforementioned input methods are depicted in Figure 7.

Fig. 7. The Android Application: a) on the left: a question with multiselection from
Dizziness and Balance questionnaire, b) in the middle: questions with buttons and a
conditional question that accepts free text answers, c) on the right: a demo application
for the facial expression analysis (note that this actually runs in the background).

Regarding Face Expression Analysis, one of the aspects that had to be considered was the fact that, if the patients felt that they were being monitored,
they wouldn’t express their actual feelings. Hence, this module was implemented
as a background service and does not provide a visible user interface. It is worth
noting that, although the service is not visible, the user is fully aware that the
service is running by a dedicated “Toast” notification on the screen.

4

Evaluation, Feedback, and Lessons Learned

Since this is a system of multiple components we present the preliminary evaluation of those components plus the initial feedback we got from our end users.
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Table 1. Model Parameters of the Sentiment Analysis Model
Embeddings Vocabulary Sent. Length Languages
(#dimension) (#terms) (#tokens)
(#n)
(300)

(310211)

(150)

(4)

Table 2. Performance scores of the Sentiment Analysis Model

Negative
Neutral
Positive

Precision
69.49
54.57
79.69

Recall F1 score
72.68 71.05
56.77 55.65
73.45 76.44

More thorough user-involving evaluation is taking place with the collaboration
of our local community groups and medical partners.
Sentiment Analysis on Text. We evaluated the HolC model performance
on the sentiment analysis task on eight joined datasets and set up the model
hyperparameters as presented in Table 1. Table 2 provides the performance
scores of the sentiment analysis model on the test set (Amazon dataset - see
Section 3.2). What can be observed is the overall good performance of the model,
especially in the positive and negative classes. The neutral class is where many
sentiment analysis models struggle [1] due to the limited number of opinionated
words in the examples of that class.
Sentiment Analysis on Face Expressions. Regarding the face expressions
analysis, the validation was performed initially with a group of ten people, men,
and women, whose ages vary from 22 to 60 years old and have different characteristics (i.e glasses, short/long beards etc.). The model achieved a performance
accuracy of 75%. A second validation is expected to happen through the pilots of
the ALAMEDA project where the actual patients will interact with the application. Based on the feedback that we will receive, improvements and fine-tuning
of the model will take place.
Sentiment Aggregation. In regards to the performance alignment of the two
models, an initial validation was performed on a dataset created after a user
interacted with the system. The sentiment of each text message was compared
with the overall sentiment from the facial analysis (as described in Section 3.4).
Table 3 shows the percentage of agreement/disagreement among the predictions
of the individual models. From the evaluation, we noticed that in some cases the
two components complimented each other. In cases where the sentiment analysis
struggles to decide between two polarities, for instance between neutral and
positive, emotion recognition can be used to infer the patient’s mood. Conversely,
when emotion recognition struggles, the textual sentiment analysis might be able
to provide a more confident result of the overall sentiment. However, given the
lack of ground truth in this evaluation and the demanding nature of the task
(i.e. patients recovering from brain diseases might have trouble expressing their
emotions through facial expressions) a more throughout evaluation is required.
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Table 3. Agreement/Disagreement overview for the two sentiment analysis models.
Video Output Class
Positive Neutral Negative
Positive 23.33 % 13.33 % 0 %
Text
Neutral 13.33 % 13.33 % 10 %
Output Class
Negative 6.66% 10%
10%

Once more data is collected through the pilots, throughout analysis of the fused
capabilities of the two components for each disease will be performed and the
necessary adjustments will be made.
User Feedback A preliminary version of the Conversational agent was provided to the medical partners and to the local community groups for an initial
evaluation. Both groups confirmed the accessibility and user-friendliness of the
graphical interface of the mobile application. They also agreed that the chatbot
as a tool is very promising for collecting the medical questionnaire data required
by the project. From the first evaluations, the medical partners identified additional features that the agent should encompass in order to improve its usability
and thus the quality of the collected data. Such features include the ability
to type answers of specific forms, for instance dates and numbers, in various
formats. To realize these entity recognition capabilities, semantic mapping was
incorporated in the agent. Furthermore, extending the agent to support health
status updates based on the data collected in the SemKG was discussed. The
medical partners agreed on which information would be beneficial to present to
the patients through the agent without affecting the study. Based on the agreed
information, we extended the agent to include this functionality.

5

Conclusions and Next Steps

In this paper, an overview of a conversational agent designed for the treatment of brain diseases is presented. The elements that make Zenon unique is
the variety of conversation flows, two different modalities for sentiment analysis (text, video), multi-lingual support and an underlying semantic knowledge
graph framework. We present an overview of the main intelligent components as
well as a preliminary evaluation of each component and the chatbot as a whole.
Obviously, a more thorough user evaluation of the integrated system as well as
of the individual components is our first priority in our research agenda.
Despite the fact that the system suggested in this work is designed specifically
for brain diseases, many of the components (and at some cases their integration)
can be utilized in other domains or in other use cases. For example, the functionality of the multi-modal sentiment analysis can be useful in other health domains
or in applications where tracking the emotion of the user is important. On top
of that, we are currently working on an extension of Rasa that will lead to a
development framework that will make the implementation of questionnaires in
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a conversational agent much easier in terms of implementation, deployment, and
maintenance. This naturally will benefit multiple applications.
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Horizon 2020 research and innovation program under grant agreement No GA
101017558 (ALAMEDA).
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